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Genetic factor analysis for characterizing 
phenome-wide patterns of genetic 
pleiotropy
 

Jean Morrison    1  , Jason Willwerscheid2, Dhajanae Sylvertooth1, Xin He    3   & 
Matthew Stephens    3,4 

Genetic associations shared by multiple traits provide evidence about the 
biological role of disease associated variants. Here we propose genetic 
factor analysis (GFA), a multiphenotype analysis method that identifies 
common patterns of cross-trait associations, the signatures of shared 
biological processes. GFA overcomes limitations of alternative methods 
by automatically selecting the number of factors, accounting for sample 
overlap and allowing factors to be non-orthogonal. We apply GFA to analysis 
of 22 common risk factors for coronary artery disease and type 2 diabetes 
to partition the heritability of these traits into 15 pleiotropic components. 
In addition, we use GFA to obtain a biologically meaningful decomposition 
of a large set of blood cell composition phenotypes and use these results 
to increase precision in multivariable Mendelian randomization. In this 
application, we find that accounting for overlapping samples is critical to 
obtaining biologically interpretable results.

Genome-wide association studies (GWAS) have uncovered genetic 
associations for thousands of human traits. In many cases, complete 
summary statistics for these studies are publicly available in databases 
such as the GWAS Catalog and the IEU Open GWAS Project1–4, facilitating 
secondary, cross-phenotype analyses. A consistent and striking finding 
from comparative analysis of GWAS is that many variants are associ-
ated with multiple traits, in some cases, traits that are not obviously 
connected5–7. Cross-trait associations can indicate a shared biological 
mechanism, providing clues about both disease etiology and variant 
function. Several lines of evidence suggest that some cross-trait asso-
ciations can be explained by common biological factors. These include 
widespread correlation of the heritable components of traits (genetic 
correlation8) and enrichment of trait-associated loci for variants linked 
to genes with related functions or in the same pathway 9–11. Moreover, 
studies of gene expression and metabolites have identified co-regulated 
networks, suggesting underlying common mediators12,13. However, 
variants associated with multiple traits can occur for reasons other 

than common biological processes, such as linkage disequilibrium 
(LD) and participation of variants in multiple distinct processes5. As 
a result, cross-trait patterns observed consistently across groups of 
variants provide more convincing evidence of underlying biological 
processes than individual instances of shared associations.

Our proposal, genetic factor analysis (GFA), uses genome-wide pat-
terns of variant–trait associations to characterize polygenic biological 
factors in terms of variant–factor effects and factor–trait effects. GFA 
exploits the fact that polygenic factors leave signatures in patterns of 
multitrait associations, as illustrated in Fig. 1. This characterization is 
more nuanced than pairwise genetic correlation because it allows a 
single trait to have contributions from multiple factors.

Existing alternative methods for decomposing cross-trait genetic 
associations take either clustering or factor analysis-based approaches. 
In clustering methods, variants are assigned to distinct14,15 or overlap-
ping16 clusters with different cross-trait effect patterns. These strategies 
use only genome-wide significant variants for one target trait16 or for 
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covariance matrix as a pre-estimation step. MLFA, used in this way, is 
robust to effects of sample overlap, makes use of genome-wide variants 
and does not restrict factors to be exactly orthogonal. However, MLFA 
requires user specification of the number of factors, and results can be 
very sensitive to this choice.

The pleiotropic decomposition regression (PDR) method pro-
posed by Ballard and O’Connor28 accounts for sample overlap and does 
not require orthogonal factors but does require prespecification of the 
number and sparsity of factors. PDR is based on variance decomposi-
tion and is very computationally intensive, scaling exponentially with 
the number of traits and requiring an hour to analyze six traits with 
three common factors, making it intractable for large applications.

GFA is a factor analysis method that makes use of empirical 
Bayes matrix factorization (EBMF)29. GFA automatically determines 
an appropriate number of factors, accounts for sample overlap and 
does not restrict patterns of factor–trait effects to be orthogonal. 
GFA encourages sparsity in estimated variant–factor and factor–trait 
effects but allows sparsity levels to differ across factors. We use simu-
lation experiments to show that GFA can reconstruct an unobserved 
mediator network more accurately than other methods. In addition, 
GFA is able to identify some factors even when GWAS sample sizes are 
low and there are few genome-wide significant associations. Results of 
GFA can be used as input in multiple downstream applications, includ-
ing GenomicSEM and cross-trait GWAS methods30,31. We demonstrate 
two applications of GFA. In the first, we apply GFA to coronary artery 
disease (CAD), type 2 diabetes (T2D) and a set of associated clinical, 
behavioral and psychological traits. Using GFA, we identify mediators 
affecting both risk factors and diseases and compute estimates of the 
proportion of disease heritability accounted for by each factor. In the 
second, we use GFA to identify factors contributing to a large set of 

multiple traits, discarding a large amount of information contained in 
subthreshold variants. Methods that force clusters to be distinct may 
suffer when variants affect more than one factor or variants for different 
factors are in LD.

Several factor-analysis methods based on singular value decom-
position (SVD) have been proposed for this problem17–20. This strategy 
uses more genome-wide information than clustering of significant 
variants. However, SVD factors are orthogonal, an assumption with 
no biological justification. As a result, it may be impossible for SVD 
to capture the true factor structure. Factors inferred by SVD are also 
dense, meaning that every factor affects every trait, and all variants 
affect all factors. This runs counter to biological intuition. Finally, 
SVD-based methods do not account for correlated measurement error 
resulting from overlapping GWAS samples, leading to inferred factors 
that reflect patterns of environmental, rather than genetic, sharing. 
This is a critical issue because many GWAS are performed in biobanks, 
in which the same set of individuals are used to study thousands of 
traits or from cross-trait studies, for example of metabolites13,21, pro-
tein abundance22, facial morphology23 or anthropometric traits24.

Several recent works have explored the use of independent com-
ponent analysis for decomposition of pleiotropic signals25,26. This is a 
promising approach as the resulting factors are assumed to be statisti-
cally independent rather than mathematically orthogonal. However, 
similar to SVD-based methods, this strategy does not account for sam-
ple overlap and requires specification of the number of components.

Grotzinger et al.27 proposed GenomicSEM, which uses structural 
equation modeling to estimate effects of factors on a set of observed 
traits. GenomicSEM requires that the underlying graph and factor 
structure be specified and Grotzinger et al.27 propose using maximum 
likelihood factor analysis (MLFA) applied to the estimated genetic 
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Fig. 1 | Conceptual overview of GFA and toy example. a, An example of three 
observed traits with two unobserved mediators. Variants are represented by 
black dots with labels referring to groups of variants. Genetic variants affect 
traits through unobserved factors (G4 and G5) as well as through other pathways 
(G1, G2, G3). Many variants have no effect on any trait (G0). Factor effects on traits are 
indicated by green (positive effects) and purple (negative effects) arrows. Arrow 
thickness is proportional to the magnitude of the effect. b, Simulated variant–trait 

GWAS association estimates. The presence of factors creates common cross-trait 
patterns of association for variants in G4 and G5. c, The true factor–trait network 
structure. d, Factor–trait network estimated by GFA. e, Factor–trait network 
structure estimated by SVD with truncated z-scores. In c, d and e, effects are 
normalized so that the sum of squares in each column is equal to 1. Because factors 
are unobserved, the sign and ordering of columns is arbitrary.

http://www.nature.com/naturegenetics


Nature Genetics

Article https://doi.org/10.1038/s41588-026-02753-1

blood cell composition phenotypes. We show that these factors can 
be used to improve power in multivariable Mendelian randomization 
(MVMR) and cross-trait association testing.

Results
Overview of GFA
Figure 1a shows an illustration of signatures created by latent polygenic 
factors contributing to three traits, T1, T2 and T3. There are two unob-
served factors, Z1 and Z2. Each factor is affected by several variants, while 
other variants act through trait-specific mechanisms. Figure 1b shows 
GWAS effect estimates for each trait. Variants that affect Z1 and Z2 have 
cross-trait association patterns reflecting the factor–trait effects. These 
patterns can be used to infer the effects of the unobserved factors.

Figure 1c shows the true factor network represented as a heat 
map of factor–trait effects, whereas Fig. 1d,e show the factor networks 
estimated from simulated GWAS data by GFA and SVD, respectively. 
For SVD, we hard thresholded z-scores at 4 as suggested by Tanigawa 
et al.17, though other thresholds give similar results. In this example, 
GFA recovers the original network, including the correct identification 
of the number of multitrait factors. The first factor recovered by SVD 
is a good representation of Z2. However, because subsequent factors 
are constrained to be orthogonal, it cannot accurately capture Z1. SVD 
does not provide a method for selecting the number of factors, so we 
have shown all three singular vectors. Restricting the number of factors 
computed does not change the top SVD factors.

We assume that there are K unobserved factors affecting M traits, 
with factors mediating some, but not all, variant–trait effects. If fac-
tor–trait and variant–factor relationships are linear, the matrix of 
standardized GWAS effect estimates, ̂B, can be decomposed as

̂B = (RL)F⊤ + Rϴ + E, (1)

where L is a J × K matrix of variant effects on factors, F is an M × K matrix 
of factor effects on traits, Θ is a J × M matrix of direct variant–trait 
effects, R is the variant correlation (LD) matrix and E is a matrix of meas-
urement error. Figure 1b illustrates ̂B, whereas Fig. 1c illustrates F. GFA 
can be used to estimate RL and F, without prespecifying the number 
of factors, K. We assume that both RL and F are sparse. However, we 
allow sparsity to differ across factors, so some factors may affect all or 

most traits, while others affect only a few. GFA does not explicitly model 
LD and therefore cannot recover L, the matrix of direct variant–factor 
effects. Instead, we use a set of independent variants to estimate F and 
the distributions of the elements of RL and RΘ. These can then be used 
to recover a complete version of RL, which contains the marginal asso-
ciation of each variant with each factor.

Importantly, GFA accounts for overlap in GWAS samples used to 
compute summary statistics. Sample overlap is extremely common, 
as GWAS are increasingly performed in deeply phenotyped cohorts or 
high-throughput molecular phenotypes. Failing to account for this can 
result in inaccurate factor estimates contaminated by environmental 
correlation (Methods).

GFA outperforms alternative methods in simulations
We characterize how well GFA is able to recover the underlying mediator 
network under different conditions and compare the performance of 
GFA to other approaches using simulated data. In scenarios A, B1, B2 
and B3, we simulated GWAS summary statistics for randomly generated 
networks containing 12 factors (3 dense and 9 sparse) and 50 traits, 
while in scenario C, there are 12 factors and 31 traits, with the factor 
structure, environmental correlation and heritability chosen to mimic 
the blood cell data in our applied analysis (Methods).

Figure 2 shows the quality of estimated factors in terms of the 
number of true factors that are well matched by an estimated fac-
tor, the number of estimated factors that do not match any true fac-
tors, and an overall mismatch score. The methods compared are GFA 
with nuisance correlation matrix estimated by LD-score regression 
(LDSC)8 (GFA-Rldsc), and using the true nuisance correlation matrix 
(GFA-Roracle), EBMF, equivalent to GFA assuming no sample overlap, 
MLFA, the method recommended for exploratory factor analysis pre-
ceding GenomicSEM by Grotzinger et al.27, FactorGo20, sparse principal 
component analysis (SPC)32), SVD, SVD applied to hard-thresholded 
input data (SVD-HT), the strategy used by DeGas17 and our own imple-
mentation of Guide25.

In all settings, GFA discovers more true factors, fewer false factors 
and has a lower mismatch score than any alternative method, with the 
exception of EBMF in scenario B1. In scenario B1, the residual correlation 
structure is very similar to the genetic correlation because all environmen-
tal trait correlation is mediated by factors. As a result, ignoring sample 
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Fig. 2 | Simulation results with randomly generated mediator networks 
(scenarios A–B3) and mediator network based on blood cell data  
(scenario C). Scenario: A, no sample overlap; B1, complete sample overlap with 
no environmental correlation not mediated by factors; B2: complete sample 
overlap with moderate environmental correlation not mediated by factors; B3: 
complete sample overlap with strong environmental correlation not mediated 
by factors; C: complete sample overlap with factor structure and environmental 
correlation estimated from blood cell data. Top: the horizontal line at 12 indicates 

the number of true factors. Box plots summarize results for 100 simulated data 
sets. The thick center line indicates the median, with lower and upper hinges at 
the 25th and 75th percentile. Lower and upper whiskers extend from the hinge 
to the largest value no farther than 1.5× the interquartile range from the hinge. 
Data points beyond this point are shown individually. GFA-Rldsc, GFA using either 
LDSC to estimate the residual correlation matrix; GFA-Roracle, GFA with the true 
residual correlation matrix; SPC, sparse principal component analysis; SVD-HT, 
SVD with z-scores less than 4 set to 0.
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overlap improves power to estimate genetic factors. However, when there 
is environmental correlation from other sources (scenarios B2 and B3), 
EBMF infers many false factors due to conflation of environmental and 
genetic correlation. Correcting for sample overlap using GFA eliminates 
this problem. GFA estimation using the estimated residual correlation 
matrix has nearly identical performance to estimation using the true 
residual correlation matrix, indicating that there is little cost to estimating 
this parameter. Estimating the nuisance correlation with the less accurate, 
but more efficient P value thresholding method yields comparable perfor-
mance to the LDSC method except in scenario B3 (Supplementary Fig. 1, 
Supplementary Information, section 1.1). Results are similar in settings 
with either all dense or all sparse factors (Supplementary Figs. 2 and 3 
and Supplementary Information, section 1.2).

Results in Fig. 2 use the acceleration factor method33 to select the 
number of factors for all methods except GFA and EBMF. This method 
gave the lowest overall mismatch score for most methods in most 
scenarios (Supplementary Figs. 4–9 and Supplementary Information, 
section 1.3). Using the Kaiser method for MLFA in scenario C resulted 
in a substantial improvement in the number of factors discovered 
and an average mismatch score of only 1.4, higher GFA’s average score 
of 0.5 but lower than all other methods. However, the Kaiser method 
resulted in a large number of false factors for MLFA in other settings. 
Although the acceleration factor method selects the same number of 
factors for all methods, the sum of discovered and extraneous factors 
varies because single-trait factors are discarded before scoring, and 
because there is a gap between the thresholds used to define a factor 
as matching a true factor or as extraneous, so some multitrait factors 
may be in neither category (Methods).

Finally, we evaluated method performance when there are no 
true factors in scenarios A and B3 (Supplementary Fig. 10 and Supple-
mentary Information, section 1.4). In scenario A, GFA never identified 
any false factors. In scenario B3, GFA identified an average of 1.15 false 
factors and had 0 false factors in 32% of simulations. FactorGo could 

not be performed in these settings due to a lack of a sufficient number 
of qualifying variants. All other methods produced false positives in 
every simulation for both scenarios, with SVD and Guide producing as 
many as 50 false factors in scenario A.

Applied analysis
Genetic decomposition of CAD, T2D and risk factors. We used GFA 
to analyze CAD, T2D and 22 risk factors, including traits related to 
body size and adiposity, lipids, blood pressure, C-reactive protein 
(CRP), substance use, sleep and psychiatric illnesses. The goal of this 
analysis is to dissect the genetic correlation between risk factors 
and the two diseases into factors representing biologically distinct 
mechanisms and to estimate the proportion of disease heritability 
explained by each factor. GWAS sources for each of these traits are 
given in Supplementary Table 1.

GFA identifies 15 factors (Fig. 3), 8 of which explain more than 0.5% 
of the heritability of T2D or CAD within the GFA model. The first five fac-
tors primarily affect body size and adiposity traits, with the first factor 
explaining 92.6% of the heritability of body mass index (BMI), 25.4% of the 
heritability of T2D and 10.2% of the heritability of CAD. Factors 2, 3 and 4 
increase adiposity (body fat proportion, hip circumference and body size 
at age 10, respectively) but have no or risk-decreasing effects on T2D and 
CAD, indicating heterogeneity in the relationship of adiposity-increasing 
variants and metabolic diseases. The absence of disease effects of  
Factor 4, which explains a large proportion of the heritability of body size 
at age 10, is consistent with findings of a recent Mendelian randomization 
study suggesting that there is no direct effect of childhood BMI on CAD 
or T2D beyond the effect mediated by adult BMI34.

Factors 6, primarily affecting LDL cholesterol, explains 3% of the 
heritability of CAD but has almost no effect on T2D. Factors 8 and 10, 
primarily affecting triglycerides and blood pressure, respectively, 
increase risk of both disease traits. GWAS estimates for systolic and 
diastolic blood pressure were adjusted for BMI, which may explain 
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Fig. 3 | Factors for CAD, T2D and risk factors. Hue and shade indicate the 
relative effect of each factor on each trait in units of 1 standard deviation for 
continuous traits and 1 standard deviation of liability for binary traits. Printed 
numbers indicate the total proportion of trait heritability explained by each 
factor. Labels are only shown when the factor explains 0.5% or more of the 
heritability of the trait. The sign of each factor has been set so that its largest 

effect is positive. Scz, schizophrenia; BPD, bipolar disorder; MDD, major 
depressive disorder; ADHD: attention deficit hyperactivity disorder; Alc/Wk: 
alcoholic drinks per week; DBP, diastolic blood pressure; SBP, systolic blood 
pressure; Trig, triglycerides; LDL, low-density lipoprotein cholesterol; BMR, 
basal metabolic rate; BFP, body fat proportion.
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the low genetic sharing between blood pressure and adiposity-related 
phenotypes shown in the estimated factor network. The absence of dis-
ease effects of factor 7, which primarily affects high-density lipoprotein 
(HDL) cholesterol, and factor 11, which affects CRP, is consistent with 
Mendelian randomization studies that have shown no effect of HDL 
cholesterol or CRP on heart disease after adjusting for other traits 35–37. 
Factor 12 contributes to all substance and mental health traits and also 
has an effect on CAD, while factor 13 affects only schizophrenia and 
bipolar disorder and does not affect CAD. Previous studies have found 
high levels of genetic sharing among psychiatric disorders38,39 and have 
noted genetic correlation and pleiotropy between major depression 
and heart disease40,41 and between schizophrenia and heart disease42. 
Results from GFA augment these results by suggesting that the common 
genetic component of mental health disorders may be responsible for 
an increased cardiovascular risk.

Three of the estimated factors (4, 11 and 15) have normalized weight 
greater than 0.98 on a single trait, indicating that they primarily capture 
effects of variants that are not shared with other traits. Single-trait fac-
tors can easily be separated from multitrait factors in the GFA output. 
However, we have included these in our results to completely describe 
the GFA estimate. A complete table of estimates of percentage of trait 
variance explained by each factor is given in Supplementary Table 2. 
Manhattan and quantile–quantile plots for estimated variant–factor 
associations are provided in the Supplementary Information.

Genetic decomposition of blood cell composition traits. We applied 
GFA to GWAS results for 36 blood cell composition traits43, reduced 
to 31 after removing nearly perfectly correlated traits. These include 
component blood cell counts (basophils, eosinophils, neutrophils, 
monocytes, lymphocytes, platelets and red blood cells) as well as 
aggregated counts (for example, sum of basophils and eosinophils), 
percentages (for example, eosinophil percentage of white blood cells) 
and other features of blood cell composition (for example, distribution 
width of platelet and red blood cell volume). There is a large amount of 
genetic sharing between these phenoytpes and it is not necessarily clear 
which phenotypes or combinations of phenotypes best capture the 
underlying biological processes. It can also be challenging to summa-
rize patterns of pleiotropy across such a large number of phenotypes. 
Astle et al.43 conduct an MVMR analysis to estimate effects of blood 
cell traits on autoimmune diseases by reducing the 36 traits to 13 ‘main 
hematological indices’. We consider GFA as an alternative strategy for 
dimension reduction and use known blood cell biology to validate the 
factors identified by GFA.

GFA identifies 14 factors (Fig. 4a). Each factor primarily affects 
traits in only one of the three domains of white blood cell, platelet and 
red blood cell related traits. To provide additional context for fac-
tors 1–5, Fig. 4b illustrates the typical composition of white blood cell 
subtypes. Factors 3 and 5 increase lymphocytes and neutrophils, the 
two major components of overall white blood cell count, respectively. 
As expected, both factors increase overall white cell count, factor 3 
decreases neutrophil percentage of white cells and factor 5 decreases 
lymphocyte percentage of white cells. Factors 1, 2 and 4 primarily affect 
basophils, eosinophils and monocytes, respectively. These cell types 
make small contributions to overall white blood cell count, so these 
factors have little or no estimated effect on white cell count.

There is strong correspondence between the 13 hematological 
index traits identified by Astle et al.43 and the 14 GFA factors (Fig. 4a). 
Each index trait is most strongly affected by a distinct factor. In addition 
to factors corresponding to the Astle et al.43 index traits, GFA identifies 
a factor for mean corpuscular hemoglobin concentration. Therefore, 
for subsequent comparisons, we add mean corpuscular hemoglobin 
concentration to the list of index traits.

The 14 GFA factors have much lower genetic correlation than the 
corresponding index traits, suggesting that they may represent distinct 
processes (Fig. 4c). They also share a smaller proportion of associated 

variants (Supplementary Fig. 11 and Supplementary Information, sec-
tion 2). There are 1,999 independent variants with genome-wide signifi-
cant (P < 5 × 10−8) associations with at least one index trait. Of these, 665 
(33%) are associated with only one index trait. Using the factors, we find 
slightly fewer genome-wide significant variants (1,750), but many more 
of these are associated with only one factor (1,330 or 76%). As a result, 
there is more independent genetic signal for the GFA factors than for 
the index traits, which can boost the power of Mendelian randomiza-
tion. Manhattan and quantile–quantile plots for estimated variant–
factor associations are included in the Supplementary Information.

We repeated the MVMR analysis performed by Astle et al.43 for 
six autoimmune traits, asthma, Celiac disease, inflammatory bowel 
disease, multiple sclerosis, rheumatoid arthritis and type 1 diabetes, 
and additionally included CAD and T2D. Conditional F-statistics for GFA 
factors were larger than, or very similar to, the conditional F-statistics 
of the corresponding index trait (Supplementary Fig. 12). Conditional 
F-statistics were up to three times larger using GFA factors compared 
with index traits. Larger conditional F-statistics in MVMR result in 
reduced weak-instrument bias, increased precision in effect estimates 
and better adjustment for confounding. Using GFA factors in MVMR 
gave similar results to analysis using index traits for most comparisons. 
However, using GFA factors resulted in more precise estimates. Stand-
ard errors for estimates of factor effects were smaller than correspond-
ing index trait estimates for 105 of 112 comparisons (94%), with a median 
trait to factor standard error ratio of 1.9 (Supplementary Fig. 13). At the 
Bonferroni adjusted significance threshold (0.05/112), we found sig-
nificant estimates for the effect of eosinophil count on type 1 diabetes, 
asthma, celiac disease and rheumatoid arthritis in both analyses. Effects 
of reticulocyte count on CAD and of lymphocyte count on asthma 
were found only using factors as exposures. The effect of lymphocyte 
count on type 1 diabetes was significant only using traits as exposures 
(Supplementary Table 3).

In this analysis, all phenotypes are measured in the same sample, 
making it critical to account for sample overlap. Without accounting 
for sample overlap, inferred factors are dramatically less sparse and 
do not cleanly separate white blood cell, platelet and red blood cell 
phenotypes or the different components of white blood cell types 
(Supplementary Fig. 14). For example, without accounting for sample 
overlap, the factor most strongly affecting eosinophils also has effects 
on basophils and lymphocytes, probably due to environmental rather 
than genetic correlation.

Discussion
We have introduced GFA, a computational approach for inferring signa-
tures of heritable, unobserved factors contributing to high-dimensional 
phenotypes. We found that GFA recovers the structure of factor–trait 
effects more accurately than alternative methods. This improvement 
may be attributable to four features of GFA. First, GFA does not restrict 
patterns of factor–trait effects to be orthogonal, allowing it to discover 
arbitrary factor network structures. Second, GFA leverages sparsity 
in variant–factor and factor–trait effects. Third, GFA can automati-
cally determine the number of estimable factors, and fourth, GFA can 
account for correlation in variant–trait associations due to sample 
overlap. In simulations and analysis of blood cell phenotypes, account-
ing for this overlap was critical to obtaining accurate estimates.

Our analyses highlight several applications of GFA. First, GFA can be 
used to characterize factors and their relative contributions to trait herit-
ability. This potential is exemplified in our analysis of traits related to CAD 
and T2D, where we found that 25% of the heritability of T2D is mediated 
by a factor with strong effects on BMI and other measures of adiposity. In 
that same analysis, we uncovered factors that increase body fat percent-
age, hip circumference or childhood body size without increasing the 
risk of T2D. Second, GFA can be used to generate factor structures for use 
in methods such as multitrait analysis of GWAS (MTAG)30 and Genom-
icSEM. Our generalized least squares (GLS) estimates of variant–factor 
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associations are equivalent to those obtained from MTAG. Though it 
is beyond the scope of this manuscript, detailed analysis of variants 
associated with factors 1–4 in our analysis of CAD and T2D could help 
clarify the mechanistic link between adiposity-related traits and T2D. 
Our simulations show that GFA outperforms MLFA, the current recom-
mended method for exploratory factor analysis preceding application 
of GenomicSEM. Thus, in applications of GenomicSEM, replacing MLFA 
with GFA could result in estimates of more biologically relevant factor 
effects. Finally, GFA can be used for dimension reduction of highly cor-
related phenotypes preceding analyses such as MVMR. In our analysis of 
blood cell phenotypes, we were able to reduce 36 traits to 14 representa-
tive factors. These factors have lower genetic correlation than the index 
traits used by Astle et al.43 and more independent genetic associations. 
As a result, using inferred factors in MVMR results in higher conditional 
F-statistics and greater power to detect effects.

There are several limitations of GFA. As observed in simulated data, 
GFA may not always detect all true factors. Several parameters including 
GWAS sample size, factor and trait heritability, factor–trait effect sizes 
and factor polygenicity could impact the power of GFA to detect a fac-
tor. In addition, highly similar factors could be merged, so that a single 
estimated factor represents multiple molecular processes. Including 
more traits in the analysis may help refine the factor structure. There are 
also limitations in the interpretation of variant–factor associations. GFA 
does not directly model LD, which means that estimates of variant–factor 
associations either from GLS or from posterior means are interpretable 
as marginal associations and not as causal effects. Moreover, variants 
with large direct effects on a single trait may have significant GLS esti-
mates for associations with factors affecting that trait, due to limitations 
in the error model used for GLS estimation. Very highly correlated pheno-
types measured in the same individuals present an analytical challenge 
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for GFA. Including these traits can result in an illconditioned residual 
correlation matrix. To manage this limitation in the blood cell applica-
tion, we grouped together highly correlated traits so that the analysis 
set did not contain any pairs of traits with residual correlation greater 
than 0.97 and projected the estimated residual correlation matrix to the 
closest matrix with condition number less than 100.

We were able to analyze the applications presented here in 3 min-
utes for the CAD/T2D application and 12 minutes for the blood cell 
phenotypes (Supplementary Information, section 3). This makes GFA 
vastly more computationally efficient than PDR28, which the authors 
report requires 1 h to analyze six traits with three factors and must 
explore a parameter space that grows exponentially with the number of 
traits and factors. However, GFA is still more computationally intensive 
than SVD-based methods or maximum likelihood estimation.

Online content
Any methods, additional references, Nature Portfolio reporting summa-
ries, source data, extended data, supplementary information, acknowl-
edgements, peer review information; details of author contributions 
and competing interests; and statements of data and code availability 
are available at https://doi.org/10.1038/s41588-026-02753-1.
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Methods
Genetic factor model
Let Y1, …, YM be continuous, mean-zero phenotypes and G1, …, GJ be 
genotypes of J genetic variants. We assume that there are K unmeas-
ured variables, Z1, …, ZK, mediating variant effects on traits and that 
trait, factor and variant values for a particular individual, i, are related 
through the linear model

Yi,m = ZTi fm + GTi θm + εYi,m m = 1,… ,M (2)

Zi,k = GTi lk + ε
Z
i,k, k = 1,… ,K, (3)

where Zi is the unobserved K-vector of factor values, Gi is the J-vector 
of genotypes, fm is the K-vector of factor effects on trait m, θm is a 
J-vector of direct variant effects on trait m, lk is a J-vector of effects on 
factor k, and εYi,m and εZi,k  are mean-zero error terms. The goal of GFA is 
to recover the structure of the underlying factor network captured by 
the factor–trait and variant–factor effects, fm and lk.

Let L be the J × K matrix with kth column equal to lk, F be the M × K  
matrix with mth row equal to fm and Θ be the J × M matrix with mth col-
umn equal to θm. Let A be the J × M matrix with jth, mth element equal 
to the causal effect of variant j on trait m. Then

A = LF⊤ +ϴ. (4)

Let ̂B be the J × M matrix of GWAS estimates of the marginal associa-
tion between variants and traits, standardized so that both trait and 
genotype have unit variance. Zhu and Stephens44, Yang et al.45 and 
others have shown that

E[β̂m] = SmRmS−1m am, (5)

where β̂m and am are the mth column of ̂B and A, respectively, Sm is a  
J × J diagonal matrix with jth diagonal element equal to sj,m, the stan
dard error of β̂j,m, and Rm is the J × J variant correlation (LD) matrix. When 
effect sizes are small, as they are in GWAS, and effect estimates are 
standardized, then s2j,m ≈ 1

N j,m
 for continuous traits. If we further assume 

that sample size is equal for all variants in a single study, Nj,m = Nm, and 
that all study populations have the same LD structure, Rm = R, then, 
combining equations (5) and (4), gives

̂B = R(LF⊤ +ϴ) + E, (6)

where E is a matrix of estimation error terms. Often, sample size will not 
be exactly equal across variants and LD structure may differ somewhat 
between studies. In Supplementary Information, section 4.1, we show 
that GFA is robust to small violations of these assumptions.

It is important to note that the signs and scalings of columns of 
L and F, as well as column order are non-identifiable in this model. 
Changing these values is equivalent to changing the scaling or order 
of Z1, …, ZK, which are unobserved. This means that the estimates of F 
and L obtained by GFA are representatives of an equivalence class of 
pairs of matrices that describe the same factor–trait network structure.

GFA estimation
When there is no sample overlap, we can estimate RL and F in equa
tion (6) through straight-forward application of EBMF (Wang and  
Stephens46). EBMF models the elements of RL, F and RΘ as independent 
and drawn from column-specific distributions with empirically esti-
mated parameters. Specifically, in GFA, we assume that the elements 
of the kth column of RL are independent draws from a distribution 
gl,k ∈ 𝒢𝒢, where 𝒢𝒢 is a class of sparse distributions. Similarly, we also 
assume that elements of the kth column of F are drawn from gf,k ∈ 𝒢𝒢. 
By default, 𝒢𝒢 is the class of zero-centered point-normal distributions. 

These are two-component mixture distributions consisting of a 
point-mass at zero and a zero-centered normal distribution. These 
distributions can be parameterized by the weight on the point-mass 
component and the variance of the normal component.

We model the elements of the mth column of RΘ and the mth 
column of E as independent draws from a normal distribution with 
mean 0 and variance σ2m,θ or σ2m,E. This specification is sometimes insuf-
ficient to account for variants with large effects on only one trait. When 
these occur, the EBMF algorithm will automatically add single-trait 
factors to F, which can be viewed as an additional component of RΘ in 
our model. GFA automatically identifies these single-trait factors so 
they can be removed from summaries.

The posterior distributions of RL and F are estimated using a scal-
able variational approximation. The sparsity of the distributions of 
elements of RL and F plays two important roles. First, it allows the 
estimates of the posterior means of RL and F to have elements exactly, 
or nearly equal to zero, allowing EBMF to more accurately estimate the 
underlying structure when the true structure contains zero elements. 
Second, it provides a natural way to automatically select the number 
of factors, K. In brief, EBMF first adds factors greedily, optimizing 
each new factor without updating previous factors. Factors are added 
until the objective function no longer increases, or an upper bound 
on the number of factors is reached. EBMF then iteratively updates all 
factors until convergence. In some cases, the greedy algorithm adds 
more than the necessary number of factors. When this happens, the 
posterior means of unnecessary factors are set exactly to zero in the 
updating procedure and removed after the algorithm converges46. 
Because EBMF selects K algorithmically, rather than estimating it from 
a model, we cannot produce a credible or confidence interval for the 
number of factors. However, Wang and Stephens46 argue that EBMF is 
conservative in its selection of factors, meaning that it is more likely 
to omit true factors than to identify spurious ones.

EBMF assumes that all elements of RL, F, RΘ and E are mutually 
independent. We can ensure independence across rows of RL, RΘ and 
E by LD clumping and selecting a set of approximately independent 
variants. However, if multiple GWAS are performed in the same cohort 
or overlapping cohorts, elements in the same row of E will be correlated. 
This correlation can result in estimation of factors that are contami-
nated by patterns of environmental correlation and are poor estimates 
of the true genetic factors. To prevent this, in GFA, we modify the inputs 
to the EBMF algorithm to account for correlated error terms. The 
covariance of Ej,m and E j,m ′ depends on the correlation of Ym and Ym′ and 
the proportion of overlap between the two GWAS47. We assume that 
GWAS sample size within each study and the number of overlapping 
samples between pairs of studies are constant across variants. This 
assumption implies that every row of E has the same covariance, Σ. Let 
Σ = VΛV⊤ be the eigen-decomposition of Σ with columns ordered so that 
Λ1,1 ≤ Λ2,2 ≤ ⋯ ≤ ΛM,M. Define W = V−1,⋅(Λ−1,−1 −Λ1,1IM−1)

1/2 , so that Σ =  
WW⊤ + Λ1,1IM. We can rewrite equation (6) as

̂B = RLF⊤ + Rϴ + UW⊤ + ̃E, (7)

where the elements of ̃E  are independent with N(0, Λ1,1) distribution 
and the elements of U are independent with N(0, 1) distribution. This 
model can be estimated using the EBMF algorithm by including the 
matrix W as fixed factors and providing the distribution of U as fixed 
and known. The residual covariance matrix, Σ, is not generally known 
but can be estimated from the data. After data processing and param-
eter estimation, the EBMF algorithm, and therefore GFA, scales linearly 
in the number of independent variants and the number of traits (Sup-
plementary Information, section 3).

Estimating residual covariance
We considered two strategies for estimating the residual covariance 
matrix Σ from the data. In both cases, Σ is estimated as S ̂RS, where S is 
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a diagonal matrix with diagonal elements equal to 1
√Nm

 and ̂R is an esti-

mate of the residual correlation between z-scores. The two estimates 
of ̂R considered are ̂Rp estimated element-wise with ̂Rp,m,m′ equal to the 
correlation in z-scores for variants that have P values larger than p for 
both traits (we use p = 0.05), and ̂Rldsc, estimated element-wise with 
̂Rldsc,m,m ′ equal to the intercept term from cross-trait LDSC8. Of these 

methods, ̂Rldsc estimates the residual correlation most accurately but 
is more computationally demanding. Both ̂Rp and ̂Rldsc are estimated 
element-wise and therefore may not be positive definite. In both cases, 
we project the initial estimate to the nearest positive definite correla-
tion matrix using the nearPD function in the Matrix package in R. In 
simulations, we find best results using a relatively low condition num-
ber constraint of 100 even when the condition number of the true 
residual correlation matrix is much larger and, therefore, recommend 
this as the default value (Supplementary Information, section 4.5).

Variant selection and effect scaling
We use LD-clumping to obtain an approximately independent set of 
variants. We considered prioritizing variants either randomly or by 
minimum P value across traits. We found that the minimum P value 
method improved power to estimate true factors in simulated data 
(Supplementary Fig. 1 and Supplementary Information, section 1). 
We therefore use use minimum P value prioritized LD-clumping for 
all results. We retain all variants after this step, even those with no 
strong association with any trait. In simulated data, using all variants 
improves power to correctly estimate the factor network, compared 
with using only variants that surpass a P value threshold for least one 
trait (Supplementary Fig. 1). However, this improvement is small, so 
P value thresholding could be viable option for reducing computa-
tional time if necessary. We found that GFA results are not sensitive to 
differences in the LD pruned variant set that may result from chance 
(Supplementary Information, section 2.4).

For computational efficiency, we fit GFA using z-scores, ̂zj,m =
β̂j,m/ ̂sj,m. Estimated factors are then converted to the standardized trait 
scale by multiplying each row of the estimated factor matrix by 1

√Nm
, 

where Nm is the sample size for trait m for continuous traits. This pro-
duces nearly identical estimates to those obtained using standardized 
effects as input directly. For binary traits, if prevalence is supplied, we 
transform the scale of factor–trait effects to the liability scale by mul-
tiplying row k by rm(1−rm)

ϕ(Φ(rm))
1

√Pm(1−Pm)
1

√Nm
, where Pm is the case proportion in 

the GWAS sample for trait m, rm is the population prevalence of trait m, 
Φ is the standard normal cumulative density function and ϕ is the 
standard normal probability density function48. Treatment of binary 
traits is discussed in more detail in Supplementary Information,  
section 4.2. After scaling, the elements of the kth column of ̂F  can be 
interpreted as relative effects of factor k on each trait, with effect sizes 
in units of trait standard deviations for quantitative traits or standard 
deviations of liability for binary traits. Elements of ̂F  are not directly 
comparable across columns. However, we also compute the proportion 
of variance explained per trait for each factor, which provides an esti-
mate of the relative importance of each factor to each trait.

Estimating variant–factor associations
The estimated matrix R̂L, produced by the initial GFA fit contains the 
estimated marginal association between the LD-clumped set of variants 
in the analysis set and the inferred factors. Associations for all variants 
can be computed in either a frequentist or Bayesian postprocessing 
step. To obtain frequentist, GWAS-type estimates of marginal variant–
factor associations, we compute the GLS estimate for each variant as

β̂j,F = ( ̂F
⊤
Σ−1 ̂F)

−1
( ̂F

⊤
Σ−1β̂j) (8)

Var(β̂j,F) = ( ̂F
⊤
Σ−1 ̂F)

−1
, (9)

where β̂j,F  is K-vector of estimated variant–factor associations for vari-
ant j, ̂F  is the GFA estimate of F and β̂j  is the M-vector of observed  
variant–trait associations for variant j. This approach is also used in 
MTAG30 and to compute variant effects in GenomicSEM27. Alternatively, 
we can obtain Bayesian estimates of the posterior mean of the full RL 
matrix directly from the estimated GFA model. However, this step can 
be computationally intensive, and we find that the GLS method pro-
vides slightly more accurate estimates (Supplementary Information, 
section 4.3). A limitation of both approaches is that variants with large 
direct trait effects may be erroniously found to be associated with 
factors that affect that trait. This occurs because both methods assume 
an infinitesimal model for effects not mediated by factors, that is, that 
columns of Rθ are dense and normally distributed. This limitation also 
applies to estimates from MTAG and GenomicSEM, which use the GLS 
estimation strategy. We therefore recommend that variant–factor 
association estimates are best interpreted as estimates of the associa-
tion between each variant and each factor, adjusting for the other 
factors, rather than as estimates of direct effects of variants on factors. 
The accuracy and interpretability of estimated variant–factor associa-
tions is directly related to the quality of the estimated factor matrix 
(Supplementary Figs. 15–18 and Supplementary Information, 
section 4.3).

Proportion of heritability explained
We compute the proportion of heritability of each trait explained by 
each factor. First, we compute the expected trait variance from genetic 
effects of the analysis set of LD-pruned variants for trait m,

̂Vm =
K
∑
k=1

J
∑
j=1
Ê[l2j,k]Ê[ f

2
m,k] + Jσ̂2m,ϴ, (10)

where Ê[l2j,k] and Ê[ f 2m,k] are estimates of the posterior second mom

ents of (RL)j,k and Fm,k, respectively. Second, for each factor, we compute  
the trait variance explained by genetic effects on that factor

̂Xk,m =
J
∑
j=1
Ê[l2j,k]Ê[ f

2
m,k]. (11)

The proportion of heritability of trait m explained by genetic effects 
on factor k is ̂Xk,m/ ̂Vm. We note that ̂Vm is interpertable as the total herit-
ability attributable to the J analysis variants within the GFA model. This 
will generally be an underestimate of the trait heritability because the 
analysis variants are unlikely to capture all genetic variation. In addi-
tion, estimates of overall trait heritability and proportion of heritability 
explained can be sensitive to assumptions about the distribution of 
elements of L and θ. These values provide a useful measure of the 
importance of each factor within the GFA model. However, they may 
not correspond exactly to the proportion of heritability explained by 
the true factors approximated by GFA.

Simulations
Generation of simulated data. Simulations for scenarios A–B3 include 
50 traits and 12 factors. Of the 12 factors, 0, 3 or 12 are dense, affecting 
an average 27 traits each, and the remaining factors are sparse factors 
affecting an average of four traits each. To simulate the factor–trait 
network, we first sampled per-trait heritabiltiy from a Uniform(0.05, 
0.2) distribution, proportion of per-trait heritability mediated by fac-
tors from a Uniform(0.2, 0.7) distribution and factor heritability from a 
Uniform(0.3, 0.8) distribution. We then used the following procedure 
to generate a random network of 12 factors affecting 50 traits:

	 (1)	 For each factor, k, select the number of affected traits as  
nk = xk + 2 where xk ~ Poisson(2) for sparse factors and xk ~  
Poisson(25) for dense factors.

	 (2)	 For each factor, sample nk traits to be affected by the factor.
	 (3)	 Sample factor–trait effects from a Uniform(−1, 1) distribution.
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	 (4)	 Scale the resulting matrix to provide the desired total propor-
tion of heritability explained for each trait. This requires scaling 
each row of the matrix so that the sum of squared entries is 
equal to h2mωm, where h2m is the heritability of the corresponding 
trait, and ωm is the proportion of that trait’s heritability 
mediated by factors.

We used the GWASBrewer R package to simulate realistic GWAS 
summary statistics given the factor network via the sim_lf func-
tion which simulates data from the model in equation (6). We used  
J = 1,000,000 variants and the built-in LD pattern estimated from 
chromosome 19 in 1,000 genomes, which contains 19,490 variants 
with minor allele frequency >0.05 and is broken into blocks defined by  
LDetect49. This LD pattern is repeated 51.3 times to cover the desired 
number of variants. The parameters πL and πθ, the proportion of 
non-zero elements of L and θ, were set to 0.001 and 0.0005, respec-
tively. The variance of non-zero elements of L and θ is determined by 
the factor structure, trait heritability and factor heritability.

Because the heritability of the factors is less than 1, each factor has 
an environmental component and therefore contributes partially to 
the environmental components of the traits it affects. Scenarios A and 
B1–B3 all have simulated GWAS sample size of 50,000 for every trait 
but differ in the amount of sample overlap and the correlation of the 
trait environmental components not mediated by factors. In scenario 
A, there is no sample overlap. In this case the environmental correlation 
of the traits does not affect the distribution of summary statistics and 
so is unspecified. In scenarios B1–B3, there is complete sample overlap. 
In scenario B1, the environmental components of traits not mediated 
by factors are independent. In scenario B2, these components have a 
block diagonal correlation structure with each block containing four 
traits and within block correlation equal to 0.3. Scenario B3 uses the 
same correlation structure except that within block correlation is equal 
to 0.7. We additionally simulated data under scenarios A and B3 with no 
true factors (A3null and B3null), meaning that the genetic components 
of all traits are independent.

Simulation scenario C is designed to mimic the blood cell data in 
our applied analysis. In this scenario, the factor structure is set to the 
factor structure estimated by GFA from the 31 blood cell traits, which 
includes 12 multitrait factors. The heritability and environmental 
correlation are set to the heritability and environmental correlation 
estimated by LDSC, the sample size for all GWAS is set to 166,000, and 
there is complete overlap between the samples used for each trait. 
LDSC estimated trait heritability ranges between 6% and 26% (median 
17%) and pairwise environmental correlation ranges from 0 to 0.97. 
Additional details of simulation parameters and the distribution of 
variant effect sizes are given in Supplementary Figs. 19–23 and Sup-
plementary Information, section 4.4.

Implementation of GFA and alternative methods. For GFA and EBMF, 
data were first LD-clumped, prioritizing variants by the minimum P 
value across traits. We fit GFA using two alternative estimators of the 
residual correlation, ̂Rldsc and ̂Rp>0.05. Cross-trait LDSC is implemented 
in R in a function exported by the GFA package according to the descrip-
tion in Bulik-Sullivan et al.50 and uses all variants genome-wide. ̂Rp > 0.05 
is estimated using the LD-clumped subset of variants using an r2 thresh-
old of 0.01.

MLFA was implemented by first forming the estimated genetic cor-
relation matrix using the GFA implementation of cross-trait LDSC and 
then passing this matrix to the R function factanal in the stats pack-
age with the argument rotation of ‘promax’. This is the method 
recommended by GenomicSEM for exploratory factor analysis.

For SPC and SVD, we first LD-clumped variants prioritizing by 
the minimum P value and then subset to variants with P < 5 × 10−8 for 
at least one trait. We found that limiting variants in this way allowed 
both of these methods to recover more factors compared with more 

lenient thresholds. SPC was performed using the R package PMA. In 
some cases, PMA returned an error if asked to return all factors, so we 
used the largest number of factors that did not result in an error. SVD 
was performed using the R function svd. We also considered a variation 
of the SVD method suggested by Tanigawa et al.51, in which z-scores 
with absolute value less than 4 are set to 0. This method is designated 
as SVD-HT in Fig. 2.

Zhang et al.20 recommend performing FactorGo using variants that 
are approximately independent and genome-wide significant for at 
least two traits. Therefore, for this method we first identify all variants 
with P < 5 × 10−8 for at least two traits, and then perform LD clumping 
using an r2 threshold of 0.01. We use the python implementation of 
FactorGo provided by Zhang et al.20.

We were unable to find a software package implementing Guide. 
We therefore created our own R implementation based on the descrip-
tion by Lazarev et al.25 and making use of the fastICA package in R. Code 
for this implementation is included in the Supplementary Information. 
This method takes as input data for all variants with P < 5 × 10−8 for at 
least one trait, LD clumped using an r2 threshold of 0.01.

All methods except for GFA and EBMF require specification of 
the number of factors. Tanigawa et al.51 suggest a heuristic strategy 
of retaining factors that explain a proportion of more than 1/M of the 
total variance. This strategy often retains many unnecessary factors. 
We considered three alternate approaches, the acceleration factor, 
optimal coordinates52 and Kaiser53 methods implemented in the nFac-
tors R package. These methods are all based on the singular values of 
the input matrix. For comparison, we additionally specified either 
6 or 12 factors, with 12 being the true number of factors and 6 being 
approximately the median number discovered by GFA in most settings.

Evaluation metrics. Each method produces ̂F , an estimate of F, which 
we view as the primary inference target. All methods except for MLFA 
also produce an estimate of RL for the subset of variants used in the 
analysis. However, each method uses a different set of variants due to 
different algorithmic requirements. GLS estimates of RL can be 
obtained for all variants from any estimate of F using equations (8) and 
(9). We show in Supplementary Information, section 4.3 that the  
accuracy and interpretability of these estimates is determined by the 
accuracy of the estimate of F. We therefore focus on evaluating accu-
racy of the estimate of F in our primary analysis.

Recall that L and F are representatives of an equivalence class of 
pairs of matrices that corresponding to the same underlying structure. 
We can describe this class as

𝒞𝒞(L, F) = {(FDQ, LD−1Q) ∣ Q ∈ 𝒬𝒬K,D ∈ 𝒟𝒟K},

where 𝒟𝒟K  is the set of K × K diagonal matrices with strictly positive 
diagonal entries and 𝒬𝒬 is the set of K × K matrices that permute columns 
or change the sign of columns. The matrices in 𝒬𝒬K  have elements equal 
to 0, 1 or −1 with exactly one non-zero element in each row and column.

To evaluate how well ̂F  estimates F, we define a distance between 
the classes of matrices defined by ̂F  and F. Let ̂K  be the number of 
columns of ̂F  and K∗ = max(K, ̂K) . Let F(n) and ̂F

(n)
 be M × K∗ matrices 

obtained by scaling the columns of F and ̂F  to have norm 1 and padding 
the smaller matrix with columns of 0’s. We define the overall mismatch 
score as

d( ̂F, F) = min
Q∈𝒬𝒬K∗

|||
|||F

(n) − ̂F
(n)
Q|||
|||
2

F
, (12)

where ∥∥F indicates the Frobenious norm. The minimizing matrix, Q∗, 
reorders and scales the columns of ̂F  so that they best match the col-
umns of F. Normalizing the columns of the two matrices gives each 
factor an equal contribution to the distance metric, regardless of the 
total proportion of variance explained by that factor.
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Let Q∗ be the value of Q minimizing equation (12). We define a 
match score for factor k as

ck( ̂F, F ) = F (n⊤)
⋅,k ( ̂F

(n)
Q∗)⋅k. (13)

This score ranges from 0 to 1 with 1 indicating a perfect match. If F  
and ̂F  have unequal numbers of columns there will be |K − ̂K| factors  
with a score of 0. We say that a factor is discovered if ck( ̂F, F) > 0.9 and 
extraneous if ck( ̂F, F) < 0.7  and k ≤ ̂K . We found that our conclusions 
were insensitive to the choice of thresholds for each definition.

Application to blood cell and metabolic phenotypes
Implementation of GFA. We downloaded summary statistics for 
blood cell and metabolic phenotypes listed in Supplementary Table 1 
from the IEU Open GWAS database1. We then harmonized summary 
statistics, removing palindromic SNPs and orienting variants to a 
common orientation across traits. We removed variants with minor 
allele frequency less than 1% as well as any variants with a sample 
size that differed by more than 10% from the median sample size 
across all variants for any trait. Finally, we pruned variants for LD at 
a threshold of r2 < 0.01 and a range of 1,000 Kb, prioritizing variants 
with the lowest minimum P value across all traits in the trait set and 
using the 1k Genomes reference sample to compute LD. The residual 
correlation matrix was estimated using both the p-thresholding 
method and LDSC.

For the metabolic phenotypes, we retained 17,966 variants 
after LD pruning. For the blood cell phenotypes, we retained 73,173 
variants. Finally, GFA was applied to the variant by trait matrix of 
z-scores for both applications. To convert estimates to the liability 
scale for binary traits in the application to metabolic phenotypes, 
we used prevalence estimates obtained from literature given in 
Supplementary Table 1.

Some of the blood cell traits are nearly perfectly correlated. 
As all traits are measured in the same individuals, this results in an 
estimated residual correlation matrix that is illconditioned, mean-
ing that the ratio of the largest to smallest eignevalue is extremely 
large. This leads to near non-identifiability in the GFA model, similar 
to multicolinearity in a linear regression model. We used two strate-
gies to solve this problem. First, we reduced the phenotype set to 31 
traits by clustering together phenotypes with residual correlation 
greater than 0.97 and retaining only one phenotype from each group. 
Second, we projected the estimated residual correlation matrix the 
nearest positive definite matrix with condition number less than 
100. We chose this constraint based on simulations indicating that 
requiring a low condition number results in better estimates, even 
when the condition number of the true residual correlation matrix 
is very high (Supplementary Fig. 24 and Supplementary Informa-
tion, section 4.5).

MVMR. MVMR was conducted for each of eight traits using either the 14 
index blood cell phenotypes or the 14 GFA factors as exposures. In each 
case, we first selected instruments with P < 5 × 10−8 for any trait/factor, 
LD-clumping with r2 < 0.01 at a width of 1,000 Kb. We then performed 
MVMR using inverse variance weighted regression using the MVMR 
R package54.

Reporting summary
Further information on research design is available in the Nature 
Portfolio Reporting Summary linked to this article.

Data availability
GWAS summary statistics for applied analyses are hosted via  
Zenodo at https://zenodo.org/records/13250706 (ref. 55). These  
were downloaded from public repositories listed in Supplementary  
Table 1.

Code availability
GFA is implemented via the R package GFA at https://jean997.github.
io/GFA/ (ref. 56). All analyses presented in this Article can be repli-
cated following instructions via GitHub at https://github.com/jean997/
gfa_manuscript (ref. 57).
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